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Introduction: LLM misuse
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How to detect LLM use?

� Early approaches: Exploit differences in cross-entropy/perplexity
between human vs AI generated text. Mitchell et al (ICML
2023), ZeroGPT (2024), Radvand et al (2025).

� Doesn’t work too well if AI model is good. LLM’s are trained to
produce texts indistinguishable from human-generated texts.

� Key Idea: Inject statistical signals (watermark) into
AI-generated text/tokens that can be detected later! (Christ et
al. 2024, Aaronson 2023)

For simplicity, we consider unwatermarked LLM ≈ Humans.
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Watermarking in LLM is everywhere!
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How does watermarking work (roughly)?
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How does watermarking work (roughly)?

How

you
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How does watermarking work (roughly)?

How you

doin’?
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How does watermarking work (roughly)?

How you

doin’?

Given tokens w1, w2, . . . , wt−1, the unwatermarked LLM or human implicitly
computes a next token probability (NTP) distribution Pt over the vocabulary W.
The next token is chosen as wt ∼ Pt.
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How does watermarking work (roughly)?

How you

doin’?

How

Watermarked LLM ζ1 (key)

are
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How does watermarking work (roughly)?

How you

doin’?

How

Watermarked LLM

are

ζ2 (key)

you?
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How does watermarking work (roughly)?

How you

doin’?

How

Watermarked LLM

are

ζ2 (key)

you?

Given tokens w1, w2, . . . , wt−1, the watermarked LLM computes NTP Pt, and the
next watermarked token is chosen as wt ∼ S(Pt, ζt). Here S ← decoder function,
ζ ← keys.
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How does watermarking work (roughly)?

How you

doin’?

How

Watermarked LLM

are

ζ2 (key)

you?

The keys ζt are pseudo-random: they can be constructed from a given text via
cryptographic algorithms, and ζt are i.i.d.. We will assume ζt are known to the
verifier.
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Example: Gumbel-max Watermarking1

1 Assume finite dictionary W. Use LLM to produce NTP Pt on W.

2 Generate i.i.d. random variables U1, U2, . . . , U|W| ∼ U(0, 1).

3 Output

wt = arg max
w∈W

log(Uw)

Pt(w)

4 Gumbel-max trick: wt still follows
2 Pt. An example of unbiased

watermarking.

1Aaronson, 2023. https://www.youtube.com/watch?v=2Kx9jbSMZqA
2
Homework for anybody interested

https://www.youtube.com/watch?v=2Kx9jbSMZqA
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Example: Gumbel-max watermarking

Figure: Example paragraph where tokens 70− 100 has been watermarked.

Key problem addressed:

H0 :w1:n is unwatermarked

H1 :w1:n has watermarked patches (from a particular fixed watermarking scheme)
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Prior Art

How do they test?

� NTP’s Pt are unknown. However, under H0 of no watermarking,
there exists a score function h such that Yt := h(wt, ζt) are i.i.d.

with known mean µ0.

Yt are called Pivot Statistics.
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Prior Art

How do they test?

� NTP’s Pt are unknown. However, under H0 of no watermarking,
there exists a score function h such that Yt := h(wt, ζt) are i.i.d.

with known mean µ0. Yt are called Pivot Statistics.

� Example for Gumbel-max Pivot Statistics:
Yt = − log2(1− Ut,ωt). If ωt is not watermarked, Yt ∼ Exp(1).
If ωt is watermarked, Yt is very large. Note that µ0 = 1.
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Prior Art

How do they test?

� NTP’s Pt are unknown. However, under H0 of no watermarking,
there exists a score function h such that Yt := h(wt, ζt) are i.i.d.

with known mean µ0. Yt are called Pivot Statistics.

� Elevated alternatives yield power:
For a good1 h, usually infP∈P E1,P(Yt) ≥ µ0 + d, where d > 0 is
constant and E1,P denotes expectation under watermarking when
the NTP is P . P is some class of possible NTPs. This means
that under watermarking, distribution of Yt is well-separated
from its null distribution.

1Good choice of h depends on the watermarking scheme which is usually
known to the verifier. The choice of optimal h: Cai et al. 2024, Kuditipudi et al.
2024, Li, Ruan, Wang, Long & Su 2025 a and b, Cai et al. 2025.
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Example of elevated alternative

Figure: [Top]: Example Sentence where tokens 70− 100 has been
watermarked. [Bottom]: Corresponding pivot statistic.
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The main question

The testing problem is well-addressed. On the other hand, if
watermarked patches exist, how to identify them?
We call this problem Watermark segmentation.

Existing approaches Li et al. (2024), Zhao, Liao, Wang & Li (2024),
Pan et al. (2025),:

� Mostly slow algorithms.

� No general theoretical guarantees.

This gap is also pointed out by Li, Wen, He, Wu, Long & Su (2025).

Goal: Give a computationally feasible + theoretically consistent
algorithm to identify watermarked patches in a text.
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Mixology

� The plot looks like epidemic change-point, first studied by Levin
and Klein (1985).
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Key Challenges

Not an usual mean-based change-point problem, since E1,Pt [Yt]
changes with t, and depends on Pt and is unknown.

Two key challenges.

� What will be our algorithmic approach to fuse computational
speed and statistical power?

� Exisiting sporadic epidemic change-point papers focus on
stationary or i.i.d. data (Hušková (1995), Csörgo & Horváth
(1997), Chen et al. (2016)). Yt are i.i.d. under no
watermarking, but not when ωt is watermarked.
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Algorithmic approach

If there exists only one watermarked interval I, then estimate it as:

Î = arg min
s,t∈[n]

∑
k/∈[s,t]

(Yk − µ0 − ρ d̃),

where ρ ∈ (0, 1) and d̃ must satisfy2 d̃ > d > 2ρd̃.

� Watermarked tokens contribute +ve: d− ρd̃ > ρd̃ ≳ d.

� Un-watermarked tokens contribute -ve: −ρd̃ ≲ −d.

Theorem (Simplified)

Under above assumptions, |Î∆I| = OP((ρd̃)
−1)

� Maximum subarray problem: can be computed in O(n) using
Kadane’s algorithm.

2Recall d is such that infP∈P E1,P(Yt) ≥ µ0 + d.
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Algorithmic approach

If there exists only one watermarked interval I, then estimate it as:

Î = arg min
s,t∈[n]

∑
k/∈[s,t]

(Yk − µ0 − ρ d̃),

where ρ ∈ (0, 1) and d̃ must satisfy2 d̃ > d > 2ρd̃.

� Watermarked tokens contribute +ve: d− ρd̃ > ρd̃ ≳ d.

� Un-watermarked tokens contribute -ve: −ρd̃ ≲ −d.

Theorem (Simplified)

Under above assumptions, |Î∆I| = OP((ρd̃)
−1)

� What if there are multiple patches?

2Recall d is such that infP∈P E1,P(Yt) ≥ µ0 + d.
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An oracle estimator

If number of watermarked patches, K, is known, use:

(Î1, . . . , ÎK) = arg min
J1<J2<...<JK

∑
k/∈∪K

i=1Ji

(Xk − µ0 − ρd̃),

What about its theoretical properties?
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An oracle estimator

If number of watermarked patches, K, is known, use:

(Î1, . . . , ÎK) = arg min
J1<J2<...<JK

∑
k/∈∪K

i=1Ji

(Xk − µ0 − ρd̃),

Assumption 0: (Min. separation and size) Each true watermarked
interval {Ij}Kj=1 has size at least log n, and they are separated by at
least log n distance.

Theorem (Simplified)

Under above assumptions,
∑

j∈[K] |Îj∆Ij | = OP((ρd)
−1

)
.
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An oracle estimator

If number of watermarked patches, K, is known, use:

(Î1, . . . , ÎK) = arg min
J1<J2<...<JK

∑
k/∈∪K

i=1Ji

(Xk − µ0 − ρd̃),

How to identify multiple watermarked patches when the
number of patches is unknown?



F
a
st

W
a
te
rm

ar
k
S
eg

m
en

ta
ti
o
n

—
S
.
B
o
n
n
er
je
e

16/27

WISER: Watermark Identification via
Segmenting Epidemic Region

1 Given {Yt}nt=1, create blocks
of length b. Calculate block
sums S1, . . . , S[n/b].

2 Keep blocks where Si > Q.
Here Q is (1− α)-th
quantilea of null (i.e under no
watermarking) distribution of
maximum block sum
maxi |Si|.

aUnder no watermarking, Yt are i.i.d
and their distribution is known.
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WISER: Watermark Identification via
Segmenting Epidemic Region

3 Join the selected consecutive
blocks. The smaller, “lone
wolf” boxes must be spurious.
Hence, discard blocks smaller
than cn1/p for some p > 2.

4 Slightly enlarge each block
(by c

√
logn on both sides),

call them Di.
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WISER algorithm

Recall: If there exists only one watermarked interval I, then
estimate it as:

Î = arg min
s,t∈[n]

∑
k/∈[s,t]

(Yk − µ0 − ρ d̃), ρ ∈ (0, 1), d̃ > d > 2ρd̃.

5 Each Di covers exactly one watermarked patch, and the Di’s are
disjoint. Use the single watermark patch estimate on each

detected block interval Di. Final estimates ← {Îj}K̂j=1.

6 Estimate d̃ using average of Yt − µ0 over detected blocks, i.e.,

over ∪K̂i=1Di.

7 Detailed ablation studies provide practically-informed choices of
ρ and block size b.
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over ∪K̂i=1Di.

7 Detailed ablation studies provide practically-informed choices of
ρ and block size b.
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Time Complexity

Time complexity of WISER is O(n).

Aligator: Li et al. (2024), SeedBS-Not: Zhao, Liao, Wang & Li (2024),
Waterseeker: Pan et al. (2025).
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Theoretical validity

K ← the number of true watermarked segments.

Assumption 1: (Min. separation and size) Each true watermarked
interval {Ij}Kj=1 have size at least nν , and they are separated by at
least nν log n distance (compared to log n for the oracle estimator).
If E0[|X − µ0|p] <∞ then ν > 1/p suffices.

Assumption 2: supP∈P E1,P(Y ) <∞, d ≥ c (watermarking schemes
do not change with increasing text-length).
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Theoretical Validation

Theorem (Simplified)

Under above assumptions, as n→∞,

P
(
K̂ = K; min

1≤j≤K
|Ij∆Îj | <

M

d

)
→ 1.

� The higher the degree of separation d, the more the localization
accuracy.
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Benchmark Results (Gumbel)

Figure: News articles (500 words) with watermarked patches at 100–200 and
325–400. (. . .) indicate 95% coverage intervals based on 500 Monte-Carlo draws.
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What next?

� What if watermarks do not occur in intervals, but say at every
alternate token? Use DCART-type approach Padilla, Yu, Rinaldo
(2021).

� What if one text uses many watermarking schemes (≈ many
LLMs)? Both testing and estimation is unknown, but recent
works on watermarking and e-values Su, Wang, Zhao, (2026);
Huang et. al. (2026) may provide answers.
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Thank you

ArXiV </>

Questions?
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Examples of elevated alternatives

Suppose P∆ := {maxw∈W Pw ≤ 1−∆} for some fixed ∆ > 0. Then,
for Gumbel-watermarking, it follows that

inf
P∈P∆

E1,P[h(Y )]

≥
∞∑
n=1

( 1
n
− ⌊ 1

1−∆
⌋ (1−∆)2

1 + n(1−∆)
−

(1− (1−∆)⌊ 1
1−∆⌋)

2

1 + n(1− (1−∆)⌊ 1
1−∆⌋)

)
.

:=d+ µ0 = d+ 1.

∆ d

1/2 0.500000
1/4 0.417220
1/5 0.376476


